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In the absence of mechanistic or phenomenological models of real-world systems, data-driven models become
necessary. The discovery of various embedding theorems in the 1980s and 1990s motivated a powerful set
of tools for analyzing deterministic dynamical systems via delay-coordinate embeddings of observations of
their component states. However, in many branches of science, the condition of operational determinism is not
satisfied, and stochastic models must be brought to bear. For such stochastic models, the tool set developed
for delay-coordinate embedding is no longer appropriate, and a new toolkit must be developed. We present an
information-theoretic criterion, the negative log-predictive likelihood, for selecting the embedding dimension for
a predictively optimal data-driven model of a stochastic dynamical system. We develop a nonparametric estimator
for the negative log-predictive likelihood and compare its performance to a recently proposed criterion based on
active information storage. Finally, we show how the output of the model selection procedure can be used to
compare candidate predictors for a stochastic system to an information-theoretic lower bound.
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I. INTRODUCTION

When studying the dynamics of a newly encountered
complex system, the best first model for the system often comes
directly from measurements of the system itself. When using
an observed time series from the system, a first attempt may be
made to reconstruct the latent state space via a delay-coordinate
embedding of the time series. From its earliest discovery [1,2],
this insight has grown into the dynamical systems approach to
nonlinear time series analysis [3,4], which provides a set of
tools for estimating the properties of a dynamical system via
partial observations of the system’s overall state. This approach
has found broad application in the physical [3], biological
[5-7], and social [8—11] sciences, as well as recent inroads
into engineered systems [ 12]. Delay-coordinate embedding ap-
proaches find their justification in various embedding theorems
[2,13]. These theorems, roughly, indicate that the topological
properties of a dynamical system can be recovered via a delay-
coordinate embedding of a trajectory from a single state of
the system. Work showing that delay-coordinate embeddings
can preserve geometric properties of the dynamical system is
much more recent [14]. Predictive schemes based on the delay-
coordinate embedding [15-18] have been found to perform
quite well for deterministic dynamical systems [19].

Despite this success, many of the typical heuristics
for choosing the tuning parameters of a delay-coordinate
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embedding lead to predictively suboptimal values [20]. As
a simple example, the heuristic of setting the time delay
for a delay-coordinate embedding to the first minima of
the estimated automutual information will lead to the worst
possible predictor based on a single lag: Minimizing the mutual
information between the lag and future value maximizes the
predictive error. In addition, the typical heuristic approaches
are not necessarily applicable to high-dimensional dynamical
systems [21], which in practice are more readily modeled
as stochastic dynamical systems [22-24]. Viewed as a real-
ization from a stochastic dynamical system, approaches in
both the statistical [25] and nonlinear dynamics [26] literature
recommend choosing the embedding dimension (equivalently,
autoregressive model order) using the mean-squared error
as a criterion. However, mean-squared error, a second-order
property of the dynamical system, may be inappropriate when
higher-order moments contain additional information relevant
for prediction.

In the statistical literature, many information-theoretic
model selection criteria have been proposed, including the
Akaike information criterion and the Schwarz (Bayesian)
information criterion [27]. These criteria, however, require
the use of a parametric model. An attractive nonparametric
information-theoretic criterion was proposed in Ref. [20] for
selecting the embedding dimension for a delay-coordinate
embedding-based predictor of a deterministic dynamical sys-
tem. They propose maximizing the estimated mutual infor-
mation between the embedding vector used for prediction
and the future at some time horizon, a quantity called the
active information storage [28], to determine the appropriate
embedding dimension. Maximizing the true active information
storage with respect to the embedding parameters results in
the optimal parameters for prediction at that time horizon.
In addition, their proposed estimator for the active informa-
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tion storage has a single tuning parameter that can be fixed
following an asymptotic argument, which is beneficial both in
terms of computational speed and ease of use. They show thatin
practice their method chooses the embedding parameters that
give optimal prediction for several synthetic and real-world
systems when prediction is restricted to a nearest-neighbor
regression using the delay-coordinate embedding.

Given the success of active information storage with de-
terministic dynamical systems and its general information-
theoretic formulation, it seems natural that this success should
extend to stochastic dynamical systems. In this paper, we show
that this is not the case and investigate why the procedure
proposed in Ref. [20] can fail to select the optimal model
order for stochastic dynamical systems. Motivated by the same
information-theoretic decomposition, we propose an alterna-
tive information-theoretic criterion, the negative log-predictive
likelihood, for model selection for both deterministic and
stochastic dynamical systems. In Sec. II, we define the active
information storage for deterministic and stochastic dynamical
systems and develop some of its properties and its relationship
to other information-theoretic quantities. We also present the
negative log-predictive likelihood and a method for estimating
it from data. In Sec. III, we demonstrate the performance
of the active information storage and negative log-predictive
likelihood criteria for model selection with various stochastic
dynamical systems. In Sec. IV, we indicate how the negative
log-predictive likelihood and an estimate of the entropy rate of
a stochastic dynamical system can be used to investigate the
quality of candidate predictors with respect to an information-
theoretic lower bound. Finally, we conclude and consider
possible directions for improvement and use of negative log-
predictive likelihood for more sophisticated forms of nonlinear
time series modeling in Sec. V.

II. INFORMATION-THEORETIC MODEL SELECTION
FOR STOCHASTIC DYNAMICAL SYSTEMS

A. Stochastic dynamical systems

In this paper, we will focus on stochastic dynamical systems
with continuous observables evolving in discrete time. Since
in practice data from a continuous-time system is discretely
sampled, this does not lead to a great loss in the applica-
bility of our results. However, continuous-time systems do
introduce additional complications in the choice of sampling
rate, prediction horizon, etc. We will discuss these issues in
Sec. V. Let {X,},cz be the real-valued observable from some
stochastic dynamical system. While we consider the scalar
case, the results and approaches generalize in obvious ways
to vector-valued systems. We will denote the block of values
from time a to time b > a, (X4, Xat1, - - - Xp-1,Xp), by X°.
Similarly, we denote the semi-infinite past relative to time
t, (..., Xi—2,X;-1), by Xt__ol,. We will use the convention of
denoting random variables by upper case Roman letters and
their particular realizations by lower case Roman letters. Let
the observable {X,},cz follow the model

X, =T(X"DL)+S(X"Le), (1)

where {€;};cz is an independent and identically distributed

white noise process and ¢, is independent of X for all s < 7.
In the language of Ref. [29], the deterministic skeleton T is

clothed by the dynamical noise term S, and in the case where
S = 0, we recover a deterministic map x, = T'(x"_}). Implicit
in (1) is the assumption that the stochastic dynamical system
is conditionally stationary [30]: The functions 7" and S do not
change in time. Instead of specifying {X,},cz by its update
equation, we can alternatively specify the transition or predic-
tive density from time 7 — I to time # by fy, -1 (xo | x:éo) =

f(xo | x=L.), where we drop the subscripts due to the assump-
tion of conditional stationarity. Generically, these two repre-
sentations of a stochastic dynamical system are equivalent [31].
In practice, for prediction, one assumes that the dynamical
system has a finite, or at least approximately finite, memory,
and thus the update equation can be approximated by
X, ~T(X/2) )+ S(XI2) ). )
This relationship holds exactly for a Markov model of order
p = max{pr, ps}. Since the value of p is not typically known
a priori, we require a model selection procedure to determine
it. We turn to two possibilities next.

B. Active information storage of stochastic dynamical systems

In Ref. [20], the active information storage is presented
as a model selection criterion to choose both the embedding
dimension ¢ and time delay t for a time-delay embedding-
based predictor of a deterministic dynamical system. We
consider the case where 7 is taken to be the sampling rate of
the observed time series since our results do not hinge on the
optimization over t. We discuss the inclusion of the time delay
in Sec. V. For an observable {X,},cz, the active information
storage of order ¢ [28] is defined as the mutual information
between the next-step future X, of the dynamical system and
the previous £ time lags of the system,

AW = I[X/Z) A X]. ©)

This measure is called the active information storage in contrast
to the excess entropy [32], denoted by E, which quantifies
the information shared between the semi-infinite past and
semi-infinite future of the process rather than just the next-step
future. Thus, it measures the information in the past active in
predicting the next-step value.

By expanding (3), we see that the active information storage
is equivalent to the difference between the marginal entropy
h[X,] of the dynamical system and its £th-order entropy rate
h(0) = hIX, | X;Z,],

AW = 1[X!2) A X4, )
= h[X,] — h(£). 5

The I-diagram [33] with the information atoms for X; and X ;: z}
is shown in Fig. 1. Because h[X/,] is unchanged by the choice
of ¢, this immediately makes obvious the following property
of active information storage: The order-£ active information
storage of any dynamical system must be monotonically in-
creasing in £, since 2(£) is a monotonically decreasing function
of £. Thus, the active information storage either (a) reaches a
maximum at some p and remains constant, (b) asymptotically
approaches a finite A(00), (c) diverges to infinity at some finite
value, or (d) asymptotically approaches an infinite .4(c0). The
first three scenarios are shown schematically in Fig. 2. Example
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FIG. 1. The information atoms quantifying the relationship be-
tween X, and X!~ . Because the order-£ entropy rate and order-£ active
information storage sum to the marginal entropy i[X,], maximizing
the active information storage is equivalent to minimizing the entropy
rate.

stochastic dynamical systems with these behaviors are given
next.

(a) A Markov process of order p will maximize A({) at
£ = p. To see this, recall that for a Markov process,

h(€) = h[X,|X]~}] forall £ > p, (6)
A(0) v A(0)
-------------------------- A(o0)
------- o-0-0-0---- Alp) P o
° °
4 4
(a) (b)
p<2p+1
A(L) ;
.
[ ] :
[ J .
[
°

FIG. 2. Three possible behaviors of the active information storage
for a dynamical system. (a) For an order-p Markov model, the active
information storage attains its maximum at £ = p. (b) For a process
with finite entropy rate but not finite Markov order, the finite past
active information storage monotonically approaches the infinite past
active information storage. (c) For an observation from a chaotic
dynamical where the embedding theorem [13] applies, the active
information storage diverges to infinity at a finite value p < 2dg + 1,
where dp is the box counting dimension of the attractor associated
with the full state of the dynamical system. Here we use the convention
that A(0) = 0.

and that conditioning reduces entropy. Alternatively, apply the
chain rule for mutual information and note that for £ > p
we have

A = 1[X{7) A X, ], 7
= 1([x;777". x5, A X4, ®)
—I[XTAX X+ IXE A K] ©

= I[X1Z) A X,] = Ap). (10)

where we have I[X;:é’_l AX, | Xf:},] = 0 by the pth-order
Markov property of the process.

(b) Any moving average process will only asymptotically
approach the infinite-order active information storage. For
example, the MA(1) model

X, =¢ +ae_1,t €7, (1D

with |a| < 1 and {¢,},¢z iid standard normal random variables
can be rewritten as an infinite-order autoregressive model,

oo
X =Y (D" X, + et e Z. (12)
k=1

Thus, in principle, to predict X, optimally, we require looking
infinitely far into the past. In practice, we see that the coeffi-
cients on the lagged terms decrease geometrically for |a| < 1,
and thus we expect the finite-£ active information storages to
quickly approach the asymptotic value.

(c) Any chaotic system (discrete- or continuous-time) satis-
fying the conditions of the embedding theorem [13] will exhibit
the divergence of active information storage after a sufficiently
large £. For example, for the logistic map,

X;=rX; (1 =X, 1)t €Z, (13)

the “density” of X; | X;—; = x;—; is a point mass at rx;_1(1 —
X¢—1), and thus the order-1 entropy rate is equal to negative
infinity. However, X, does have a well-defined stationary
density, and thus h[X,] is finite. Overall, we therefore have
that A(1) = oo for the logistic map.

Because active information storage increases monotoni-
cally in £, in theory, it suffices to determine the first argument
¢ that maximizes A(£) if such an argument exists. In practice,
since the stochastic dynamical system is not known, we
must estimate A(¢) from a particular realization or ensemble
of realizations from the system. We follow [20] and use
a Kraskov-Stogbauer-Grassberger (KSG) estimator for the
active information storage [34]. The KSG estimator uses the
relationship I[X A Y] = h[X]+ h[Y] — A[X,Y] and a modi-
fied version of the standard kth-nearest-neighbor estimator for
differential entropies where the estimators for 2[ X1, h[Y], and
h[X,Y] are coupled through their nearest-neighbor parameter.
They present two estimators for the mutual information. We
follow Ref. [20] and use the second formulation of the KSG
estimator. For a prescribed £,,,x, the KSG estimator is given by

N 1 a 1
A@=;;Z;ﬁ%%{wm—z—wwmmmp)
—w@umpm»+wawwma} (14)
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where i is the digamma function, p, x is the distance to the
kth nearest-neighbor of (X} :; ,X;) under the infinity norm, and
Ns(t; pr.x) is the number of sample points within a distance
pr.i in the space S. We use the estimator as implemented in
the Java Information Dynamics Toolbox [35]. The authors
of Ref. [34] state that their estimators are asymptotically
unbiased for k fixed and demonstrate their finite sample
performances on several simulated examples. However, they
do not prove that the estimators are asymptotically unbiased
or, more importantly, that the estimators are consistent. See
Ref. [36] for a proof that their first estimator for /[X A Y] is
consistent with fixed k for pairs of random vectors (X,Y) using
independent and identically distributed samples from the pairs.
Following the common practice, we fix k = 5. After estimating
fl(ﬁ) for¢ =1,2,...,¢nax, We take the model order to be

£% = min arg max A0). (15)
(1,2, linn}

In Ref. [20], the authors demonstrated that this model se-
lection criterion chose predictively optimal model orders for
predictors based on Lorenz’s method of analogs [37] for both
deterministic maps (logistic, Hénon) and flows (Lorenz-63,
Lorenz-96). However, as we saw above, such systems attain
infinite active information storage at finite values £% and
thus diverging A(ZE) in the limit of additional data. Thus, it
is unclear how the model selection procedure performs for
stochastic dynamical systems, where A(£%) may be finite.
We consider the performance of (15) for stochastic dynamical
systems in Sec. III.

C. The negative log-predictive likelihood

We next propose an alternative information-theoretic model
selection criterion. As noted in the previous section, maximiz-
ing the active information storage is equivalent to minimizing
the entropy rate. We therefore construct an estimator for the
entropy rate following a modification of the method presented
in Ref. [38] and determine the value ZE that minimizes the
estimator. For a chosen ¢,,x, we estimate the order-£ entropy
rate /1(£) using the leave-window-out cross-validated negative
log-predictive likelihood

T

> log fo—u(X, | XiZ}).  (16)

1=Cmax+1

2 1

h0,0) = —————
( ) T — Emax
where fg,_t;l is an estimator of the predictive density of X
given X :@1 with tuning parameters 6 leaving out the 2/ 4 1

points Xﬁ:'p_l, X ,Xl’fiﬂrl. In this paper, we take
[ = 0, which corresponds to a leave-one-out cross-validated
negative log-predictive likelihood. We take f5 to be the hybrid
kernel density estimator—k-nearest-neighbor estimator, also
known as a kernel nearest-neighbor estimator [39], of the
predictive density. The kernel nearest-neighbor estimator of

the predictive density of X given X :c} is given by

N 1
fen (o1 xZ) =2 D0 Kn(Xi—x0), (A7)

ieNy(x2})

where k € {1,2,...,T — £} is the nearest-neighbor num-
ber, Nk(x:}) is the index set such that i € Nk(x:}) if

Xf:el € {X;:l}}théJrl is one of the k-nearest-neighbors of x:g s
hy € (0,00) is the bandwidth for the future, and K, (x) =
%K (x/hy), where K is a kernel. In what follows, we take

K to be the Gaussian kernel. We see that (17) is precisely
a regression of the synthetic data {Kj (X, — )co)}lT:(mex 41 On
the pasts {X;:l}}lemx 41 using a k-nearest-neighbor estimator
to perform the regression [40]. We wish to find the ¢ and
0 = (k,h ) that minimizes (16) using the realized time series.
We see that (16) will be minimized when futures assigned high
density occur frequently, and those assigned low density occur
infrequently. The nearest-neighbor parameter k and future
bandwidth i ; will control the smoothness of the predictive
density, and the model order £ will control the misspecification
of the predictive density due to not accounting for enough
past-future dependence. In practice, for a fixed value of ¢,
we optimize (16) simultaneously over both k and /; using
the constrained Nelder-Mead method [41,42] as implemented
in the NLopt library [43], with A, constrained to lie in
(0,00) and k constrained to lie in {1, ... ,kn.x}. We consider
a kpax < T — £hax for several reasons. First, it is known that
k-nearest-neighbor regressors are generally consistent when
k(T) grows faster than log 7T but slower than T [44]. For
example, taking k(7) = [T*] withany s € (0, 1) would suffice.
Second, for computational reasons, it is desirable to avoid an
exhaustive search over all possible k. Thus, we take kpmax =
[«/T ] aAﬂd increase kmyax When k* = ky.x. After estimating
) = }_z(k*,h’},ﬁ) for £ = 1,2, ... ,¢ma, We take the model
order to be

¢; = min argmin h(f). (18)
{1.2,.. fmax}

A Python implementation of model selection using the nega-
tive log-predictive likelihood is available through the sidpy
package on GitHub [45]. We note that this criterion is closely
related to a heuristic proposed in Ref. [1] for determining
the dimension of a deterministic dynamical system, though
that heuristic was never formally operationalized, and to the
approach taken in Ref. [46]. Another related approach was
proposed in Ref. [47], using a coarse-graining of the observed
time series with a heuristic objective function. We compare the
performance of the negative log-predictive likelihood model
selection criterion to the active information storage criterion
in the following section.

III. DEMONSTRATION OF MODEL SELECTION WITH
STOCHASTIC MAPS

Because of the relationship (5) between active information
storage and entropy rate, it would initially seem reasonable that
the order criteria £% and ¢; would give the same answer for
stochastic dynamical systems, especially in the limit of long
time series. In the following sections, we demonstrate that this
is not the case, and that they can in fact give diverging answers
in the limit of long time series, with £% inconsistent and ZE
consistent for the true model order.

A. Stochastic logistic map

As the first example, we consider the logistic map clothed
in dynamical noise. Consider the stochastic process generated
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by the stochastic difference equation
X, =3.68X,_1(1 — X,_1) + 0.4¢,, (19)

where the dynamical noise {¢,} is taken to be independent and
identically distributed with the same distribution as the sum
of 48 independent and identically distributed uniform random
variables with support on [—1/64,1/64]. Thus ¢, has mean
0 and variance 1/256 with bounded support [—3/4,3/4] and
by the Berry-Ess¢en theorem [48] is approximately normally
distributed. The bounded support for ¢, is necessary to ensure
that the stochastic process generated by (19) is stationary. See
Ref. [49] for additional details on this technical requirement.
Note that (19) is equivalent to the deterministic logistic map
x; = rx;—1(1 — x,_1) clothed with dynamical noise and that the
deterministic logistic map with » = 3.68 is chaotic. Noting that
(19) is a first-order Markov model, we know that A(£) = A(1)
and A(£) = k(1) for all values of £. Moreover, the entropy rate
can be computed from the entropy of the dynamical noise 0.4¢,.
In particular, the specific entropy rate [38] of the dynamical
system is given by h[X, | X,—; = x] = h[0.4¢,] for all values
of x. Thus, averaging over X;_;, we have that the entropy
rate is also given by h[0.4¢,]. The density of ¢ is given by
the 48-fold convolution of 32 - 1;_y/¢4,1/641(x), Whose entropy
we compute using PaCAL [50]. This gives h(1) = h[0.4¢,] =
—2.2699543 . ... To determine the active information storage,
we recall that A(1) = h[X,] — h(1). Thus, we require the en-
tropy h[X,] of the stationary density of the dynamical system.
We approximate the stationary density using the Chapman-
Kolmogorov relation method given in Ref. [29] and its entropy
via Gaussian quadrature, giving h[X,] = —0.291922 ..., and
thus A(1) = 1.97803....

We generate S =100 realizations of length T =
10%,103,10%, and 10° from (19) and compute the estimates

.ZI(Z) and h(¢) for £ = 1, ...,5 using the estimators described
in Secs. II B and IIC. We begin by considering their marginal
sampling distributions as a function of ¢. Figures 3(a) and
3(b) show their distributions (sample mean + sample standard
deviation) using the S = 100 simulations for the differing
lengths of time series, along with the exact values of A(£) and
h(£). For small to moderate length time series, the active infor-
mation storage estimator (negative log-predictive likelihood
estimator) provide negatively (positively) biased estimates
with the bias increasing in £. This is not surprising, given
the challenge of the curse of dimensionality for estimation
problems in general and work showing how the bias of the
KSG estimator scales with the dimension of the estimation
problem in particular [36]. For long time series (T = 10°), the
bias becomes positive, rather than negative, for A(l),fl(2),
and fl(3). In contrast, with this length gf time series, the
bias remains negative for all estimators h(£), with the bias
continuing to decrease with increasing 7.

Of course, for model selection, the marginal sampling
distributions of .Zl\(é) and h(£) are not of interest; instead, how
they vary jointly determines the model orders selected by £%
and £;. We next consider how £7 and £} behave across the
100 realizations. The results are summarized in Table 1. The
active information storage criterion chooses the correct value
of £*, = 1 for 100%, 100%, 81%, and 3% of the realizations of
the length T = 102,103,10%, and 10’ time series, respectively,

204 fog_ _____ e . —————— o
[} °
1.84 ? °
1.6 ¢
¢
< 1.4
4
1.24
1.04 ——- True A(o0)
T =10?
1l & 7=10°
0.8 ¢ T7=10
¢ 7=10°
0.6 1 : : : : T
0 1 2 3 4 5 6

Model Order ¢

—0.81___ True h(oo)
T =10%
—1.07 & 7=10°
¢ 7=10!
—121 & T=1
~1.41

h({)

16 |
St

0 1 2 3 4 % 6
Model Order ¢

FIG. 3. The sampling distribution for the active information
storage estimator with k = 5 (A, top) and the negative log-predictive
likelihood estimator (fz, bottom) using S = 100 realizations from the
stochastic logistic map for varying time series lengths. The figures
show the sample mean =+ the sample standard deviation of the § = 100
realizations. The dashed horizontal lines correspond to the exact active
information storage (top) and entropy rate (bottom) for the stochastic
logistic map.

while the negative log-predictive likelihood chooses ¢; = 1 for
99%, 100%, 100%, and 100% of the realizations. Thus, overall,
the active information storage criterion performs worse with
increasing time series length, while the negative log-predictive
likelihood criterion chooses the correct model order almost
perfectly. It is perhaps initially counterintuitive that the active
information storage criterion performs better for shorter time
series than longer ones. However, again considering Fig. 3(a);
we see that this is entirely a consequence of the negative bias
being much larger for larger £ with shorter time series, since
the true value of the active information storage is constant
for all values of £. In Table I and all additional tables with
estimated proportions, arough 95% confidence intervals for the
proportions is given by considering the estimated proportions
40.1. This width is from the normal approximation for the
estimated proportion of a binomial distribution in the extreme
case that the estimated proportion is 1/2 using § = 100 draws.
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TABLEI. The proportion of the 100 realizations of the stochastic
logistic map given by (19) for which £* was chosen as a function of the
time series length using (a) the active information storage selection
criterion and (b) the negative log-predictive likelihood criterion.

TABLE II. The proportion of the 100 realizations from the
SETAR(2; 2, 2) model given by (21) for which £* was chosen to
be 1,...,5 as a function of the time series length using (a) the
active information storage selection criterion and (b) the negative
log-predictive likelihood criterion.

(@
Proportion with £* = (a)
" 1 ) 3 1 5 Proportion with £% =
T 1 2 3 4 5
102 1.00 0.00 0.00 0.00 0.00 10? 0.02 0.71 0.22 0.04 0.01
10° 1.00 0.00 0.00 0.00 0.00 10° 0.00 0.97 0.03 0.00 0.00
10* 0.81 0.19 0.00 0.00 0.00 10* 0.00 0.96 0.04 0.00 0.00
10 0.03 0.86 0.11 0.00 0.00 10° 0.00 0.72 0.28 0.00 0.00
(b) ()
Proportion with £; = Proportion with £; =
T 1 2 3 4 5 T 1 2 3 4 5
102 0.99 0.01 0.00 0.00 0.00 10? 0.00 0.80 0.19 0.00 0.01
10° 1.00 0.00 0.00 0.00 0.00 10° 0.00 1.00 0.00 0.00 0.00
10* 1.00 0.00 0.00 0.00 0.00 10* 0.00 1.00 0.00 0.00 0.00
10 1.00 0.00 0.00 0.00 0.00 10° 0.00 1.00 0.00 0.00 0.00

For proportions away from 1/2, narrower confidence intervals
would result.

B. Self-exciting threshold autoregressive model

As a second example, we consider a stochastic dynamical
system from the class of self-exciting threshold autoregressive
(SETAR) models proposed in Ref. [51]. SETAR models are
simple piecewise linear autoregressive models that capture
many characteristics of nonlinear time series including sub-
harmonics, amplitude-frequency dependence, and time irre-
versibility. The general form of a SETAR(k; py, . . ., px) model
with k regimes where each regime i has model order p; is

k
X = Z {bio +bir Xii + ...+ bip, Xi—p, + 016 14, (Xi—),

i=1
(20)

where [, is the indicator function for the set A and the
sets {A,'}f?= | are a partition of the real line. For example, the
stochastic tent map is a SETAR(2; 1, 1) model. We consider
the particular SETAR(2; 2, 2) model of the Canadian lynx
data [52] presented in Ref. [29] as a minimal model that
captures many of the observed features of the log-population
over time, including the asymmetry in length of the population
growth-decay periods and the typical period for a population
cycle. The SETAR(2; 2, 2) model is given by

0.62+ 125X, — 043X, r+€_, : X, » <325
T 225+ 1.52X, — 124X, s+ e, X,y > 325

2n

where {e_,} and {e; ,} are independent and identically dis-
tributed normal random variables with variances 0.0381 and
0.0626, respectively. The entropy rate and active informa-
tion for this process are h(o0) = h(2) ~ —0.14 and A(oc0) =
A(2) =~ 1.01. See Appendix for the procedure for approximat-
ing these values.

We again consider S = 100 realizations of length T =
10%,10%,10*, and 10° from the SETAR(2; 2, 2). The fraction
of realizations for which £* was chosen to be 1, ...,5 of the
100 realizations is given in Table II. The active information
storage initially chooses the correct value of £* =2 among
71%, 97%, and 96% of the samples. However, as with the
stochastic logistic map, the model selector is inconsistent for
T = 10°, choosing the correct model order only in 72% of the
samples and £* = 3 for the remaining 28% of the samples. As
with the stochastic logistic map, the noncomparable biases in
the active information storage estimator for varying ¢ cause
it to fail with increasing 7, as demonstrated in Fig. 4(a).
In contrast, the negative log-predictive likelihood estimator
chooses the correct model order over 80% of the time for T =
102, and correctly specifies the model order for all samples
with T > 102, This is again because the leave-window-out
cross-validated negative log-predictive likelihood determines
the optimal model without overfitting, as demonstrated in
Fig. 4(b).

C. Autoregressive conditionally heteroskedastic model

As our final example, we consider the autoregressive
conditionally heteroskedastic (ARCH) model. Such models
are popular for financial time series, where the conditional
variance is known to increase as the time series deviates from
baseline and therefore exhibit volatility. A general ARCH(p)
model is given by

(22)

where b; > 0 and {¢,} are taken to be independent and identi-
cally distributed with mean O and variance 1 and independent of
X, for k > 1. Clearly, because of the independence between
{X,_t}x>1 and €, we have that E[X,] = Oand E[X, | X!~}] =
0 for all £ > 1. Thus, the ARCH(p) model is a white noise
process: A stochastic process where the autocorrelations are
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FIG. 4. The sampling distribution for the active information
storage estimator with k = 5 (A, top) and the negative log-predictive
likelihood estimator (fz, bottom) using S = 100 realizations from the
SETAR(2; 2, 2) model for varying time series lengths.

zero for all possible time shifts. This implies that the optimal
predictor in the mean-squared sense is identically O, and
thus any mean-squared error model selection criteria, like the
Ragwitz criterion [26], would choose £* = 0. However, even
though the autocorrelation is zero for all possible time shifts,
the autoassociations, captured by higher-order moments of
the process, are not identically zero. Thus, £ = 0 is clearly
not the optimal model order for a general predictor of the
process, since an ARCH(p) model is a Markov process of
order p. An elaborate machinery for estimating the model
order of ARCH(p) process exists. See, for example, Chapter
4 of Ref. [40]. However, this machinery relies on knowing the
modelisinthe ARCH class a priori. A model-free information-
theoretic approach would be desirable. Clearly, as a Markov
process, the active information storage (entropy rate) will be
maximized (minimized) at the model order £ = p.

We consider § =100 realizations of length T =
10%,10%,10*, and 10° from the ARCH(1) model

X, =,/0.5+05X%, ¢, (23)

TABLE III. The proportion of the 100 realizations from the
ARCH(1) model given by (23) for which £* was chosen to be
1,....,5 as a function of the time series length using (a) the active
information storage selection criterion and (b) the negative log-
predictive likelihood criterion

(@)
Proportion with £% =
T 1 2 3 4 5
10? 0.29 0.14 0.17 0.23 0.17
10° 0.45 0.22 0.08 0.16 0.09
10* 0.64 0.24 0.05 0.06 0.01
10° 0.69 0.22 0.08 0.01 0.00
(b)
Proportion with £; =
T 1 2 3 4 5
10? 0.36 0.25 0.12 0.16 0.11
10° 0.75 0.20 0.03 0.01 0.01
10* 0.89 0.10 0.01 0.00 0.00
10° 0.93 0.07 0.00 0.00 0.00

where ¢, is a standard normal random variable. The fraction
of realizations for which £* was chosen to be 1, 2, ..., 5 of the
100 realizations is given in Table III. The active information
storage procedure chooses the correct model less than 70% of
the time for each time series length, though unlike the previous
examples, the proportion does improve with increasing time
series length. In contrast, the negative log-predictive likelihood
estimator chooses the correct model order over 70% of the
time for T > 102, and only misspecifies seven realizations for
T = 10°. Thus again we see the benefit of treating the choice
of £* directly as a model selection problem.

IV. THE UTILITY OF ENTROPY RATE IN EVALUATING
CANDIDATE PREDICTORS

The authors of Ref. [20] suggest that the active information
storage may provide a useful measure of the amount of
information the past provides about the next step future,
regardless of the predictive method employed. This concept
can be directly operationalized using the entropy rate. The
continuous version of Fano’s inequality provides a lower bound
for the mean-squared error of any autoregressive predictor
g(X ’:OL) of the future X, [53]. In particular, the mean-squared
error is bounded below by an exponential in the entropy rate
h = h(co) of the stochastic dynamical system,

2h

E[(X (X)) >

(24)

Thus, with an estimate of the entropy rate as well as an
estimate of the mean-squared error for a predictor g, one can
determine how close to this error floor one has come. The
optimal mean-squared error will be achieved by the conditional
mean of X, given X'\, m(X') = E[X, | X'Z]. For any
finite ¢, we can consider the mean-squared error optimal
predictor m(X'~}) = E[X, | X!~,]. In principle, m(X'~}) can
be estimated using a fully nonparametric method such as
k-nearest-neighbor or kernel regression. However, because of
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the curse of dimensionality, it may not be possible to estimate
the conditional mean well with the data set in hand, and
other approximate models may be useful, balanced at a better
point between bias and variance. We propose a combined
model selection and comparison procedure to choose among
candidate predictors.

The proposed method proceeds as follows. First, choose
the appropriate model order £ by minimizing the negative
log-predictive likelihood as described in Sec. IIC. I\AIext,Ausing

this value of £7, estimate the order-£} entropy rate & = h[X; |

X~ ;7] Using the estimated entropy rate 4, compute the lower

bound of the mean-squared error using (24). Finally, from a
collection of C candidate predictive models {.}<_,, compute
the mean-squared error where the data have been split into
a training or estimation half and a testing or evaluation half.
The discrepancy between the mean-squared error lower bound

provided by h and the empirical estimates of the mean-squared
errors for each candidate predictor provide an indication of
which predictor comes closest to the information-theoretic
lower bound. .

The estimate of the entropy rate & can be taken as the value of
the negative log-predictive likelihood used for model selection,
which provides an indirect estimator of the entropy rate, or
from a direct estimator of the entropy rate. We use the second
approach, noting the observed positive bias of the negative
log-predictive likelihood for the entropy rate in the logistic and
SETAR cases in Sec. III. Recalling that z(£) = h[Xf:é,X,] —
h[X!~}1, an estimate for /(¢) may be obtained by estimating
each entropy separately and taking their difference. For each
entropy, we use the kth-nearest-neighbor estimator [54]. Given
a sample {X;}!_, of d-dimensional random vectors, the kth-
nearest-neighbor estimator of the entropy of X is given by

. d &
hIX] = log(n) — y(k) +log Vag + — D Jlog pisg, (25)

i=1

where p; 4 is the distance from X; to its kth-nearest-neighbor

among {X};; under the L?-norm [[x||, = (Z;{=1 lx;19)
and V;, is the volume of the unit d-ball under the L94-
[2r<g+1>]"
r4 R
Euclidean norm. Usmg (25) for each of the entropies glves the
entropy rate estimator h = h(Z) = h[Xt z’Xt] — h[ é]

In the following sections, we demonstrate this method with
two systems: the stochastic logistic map given in Sec. III A
and a projection of the state vector from a stochastically forced
Lorenz-63 system. In both cases, we consider three families of
predictors:

Linear Autoregressive Predictor: For the linear autore-
gressive model, we use the predictor

norm, V; , = In the following, we take g = 2, the

guar(x]) = u+ BTx|, (26)
where the parameters u and § are estimated via ordinary least
squares.

Additive Autoregressive Predictor: The linear autoregres-
sive model is clearly very restrictive in its form. A natural

relaxation is given by the additive autoregressive model [55],

p
=u+ Y filx)), 27)

j=1

8AAR (x f)

where we allow an additive decomposition of the drift portion
of the stochastic dynamical system in terms of nonlinear
functions { f j}e* , of each lagged variable. Each additive term
fiis estlmated using splines via the backfitting algorithm
where the smoothing parameters for the splines are chosen
by generalized cross-validation on the training set [56].
k-Nearest-neighbor predictor: For a fully nonparametric
predictor, we consider a k—nearest—neighbor regression

Z X;, (28)

zeNk(xl

8kNN x] =

where Nk(xf*) is the index set as described in Sec. IIC.
This is identical to the Lorenz’s method of analogs predictor
used in Ref. [20] to assess the validity of active information
storage as a model selection criterion where they considered
k =1, and the predictor used for the Ragwitz criterion [26]
where typically k =~ 5. These choices for k£ will generally lead
to suboptimal prediction even for deterministic systems. We
therefore consider k = k*, where k* is chosen to minimize
the leave-one-out-cross-validated mean-squared error on the
training data.

This list s clearly not exhaustive. For a more comprehensive
list of candidate predictors, see Ref. [40]. For each system, we
generate S = 100 realizations of length T = 2 x 10*. We use
the first half of the data to choose the model order KZ, estimate

the entropy rate ﬁ(ﬂz ), and estimate the predictors {g.}. We
use the second half of the data to estimate the out-of-sample
mean-squared error using {g.}.

We first consider the stochastic logistic map studied in
Sec. IIT A, given by (19).The update equation for the stochastic
logistic map falls into the class of additive autoregressive mod-
els with f1(x;) = 3.68x;(1 — x;). Thus, one might a priori ex-
pect the additive autoregressive predictor to perform best. The
model selection procedure chooses £; = 1 for all of the realiza-
tions. Figure 5 shows Tukey box plots [57] of the mean-squared
errors relative to the floor determined by the estimated entropy

rate, EMSE ¢ — ~—. We see that both the additive autoregressive
and k-nearest- nelghbor predictors drastically outperform the
linear autoregressive predictor, with median relative mean-
squared errors of 1.27 x 107* and 1.07 x 107%, respectively,
compared to 2.76 x 1072, The k-nearest-neighbor predictor
outperforms the additive autoregressive predictor, despite the
system falling into the latter’s model class, likely due to
suboptimality of cross-validation for tuning parameters in the
presence of autocorrelated data [58]. Both, however, approach
the information-theoretic floor for the mean-squared error.

We next consider the Lorenz-1963 system [59] forced by
additive stochastic noise, given by the system of stochastic
differential equations

dX, =0, — X)) dt + nxdWx,,
dY, = (X:(p — Z)) — Y dt + nydWy,, (29)
dZ, = (X;Y; — BZ)dt +nzdWz,,
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FIG. 5. The mean-squared errors for the linear autoregressive
(LAR), additive autoregressive (AAR), and k-nearest-neighbor (kNN)

predictors relative to the floor determined by the estimated entropy

2h

A 2 . . . .
rate, Emse.c — 5> for the stochastic logistic map across 100 realiza-
tions. Note the break in the vertical axis.

with 0 =10, 8 =8/3, and p = 28; Wx,, Wy,, and Wy,
uncorrelated standard Brownian motions; and dynamical noise
standard deviations ny = ny = nz = 2. The attractor of the
deterministic Lorenz system has a box counting dimension of
approximately 2.06 [60], so an application of the embedding
theorem from [13] implies that a model order of £* =5
suffices for perfect prediction of the observation of a single
state on the attractor. However, note that for a delay-based
predictor from a scalar observation of a stochastic dynamical
system, while the overall system is Markovian, the individual
states are generally nonlinear autoregressive moving aver-
age (NLARMA) processes [61], much as the marginals of
a linear vector autoregressive process are generally linear
vector autoregressive moving average (ARMA) processes.
Thus, the model order ¢; determined by the negative log-
predictive likelihood determines a finite-order approximation
for the NLARMA process appropriate for the amount of data
available.

We generate 100 realizations from (29) using the SRI2
stochastic integrator from Ref. [62] with step size h =
0.05, and consider the X, state variable with a time delay
of T =0.1. That is, we consider predictors for X; of the
form (X;_¢¢, ..., X;—2:,X;—¢) with T = 0.1. The model se-
lection procedure chooses £ = 4 for all of the realizations.
Figure 6 shows the relative mean-squared errors for each of
the predictors. As with the stochastic logistic map, the linear

9.2

9.01

8.81

8.6

8.4

Relative Mean Squared Error Across Samples

Q
J W
Predictor

FIG. 6. The mean-squared errors for the linear autoregressive
(LAR), additive autoregressive (AAR), and k-nearest-neighbor (kNN)
predictors relative to the floor determined by the estimated entropy
rate, EMSE,(, — %, for the stochastic Lorenz system across 100
realizations. Note the break in the vertical axis.

autoregressive predictor performs worst, with a median relative
mean-squared error of 8.8, followed by the additive autoregres-
sive predictor with 0.39 and the k-nearest-neighbor predictor
with —0.088. Clearly, the true conditional expectation for the
stochastic Lorenz system has nonadditive structure that the
additive autoregressive predictor is not able to capture. Unlike
the stochastic logistic map, we see that the k-nearest-neighbor
predictor gave out-of-sample mean-squared errors better than
the lower bound computed using h. This indicates that the
estimates of 4(4) have a non-negligible positive bias even when
T = 10* and that the predictive mean is easier to estimate than
a functional of the entire predictive density.

V. CONCLUSIONS

In this paper, we have developed an information-theoretic
model selection procedure for determining the optimal model
order for prediction of a subcomponent of a stochastic
dynamical system. The procedure provides a fully nonpara-
metric and automatic estimator of the negative log-predictive
likelihood, which can be minimized to determine the optimal
model order. We demonstrated that minimizing the entropy
rate is, conceptually, exactly the complement of maximizing
the active information storage. Despite this conceptual com-
plementarity, the entropy rate-based procedure resulted in a
consistent estimator of the optimal model order, while the

032206-9



DAVID DARMON

PHYSICAL REVIEW E 97, 032206 (2018)

active information storage-based procedure could be either
consistent or inconsistent depending on the system under con-
sideration. Finally, we demonstrated how the model selection
routine can be paired with an information-theoretic bound on
the mean-squared error of a predictor of the dynamical system
to determine the quality of a set of candidate predictors.

Our results advise additional caution when using model
selection routines based on fixed tuning parameters. For ex-
ample, a fixed, typically small k is often used to select the
embedding dimension through the mean-squared error of a
k-nearest-neighbor predictor, a method sometimes called the
Ragwitz criterion after Ref. [26] and implemented in two of the
main toolboxes for information-theoretic estimation [35,63].
As noted by others, the value of k (or, equivalently, the size of
the bandwidth for a kernel regression) can be used as a proxy
for how “deterministic” a dynamical system is Refs. [64,65],
and a small value of k should only be used for a system that can
be considered operationally deterministic, that is, that can be
modeled as a stochastic dynamical system with very small (or
zero) dynamical noise. Additional experiments, not reported
here, indicate that like the fixed-k active information storage
criterion, the fixed-k mean-squared error criterion performs
poorly for stochastic dynamical systems with non-negligible
dynamical noise. The Ragwitz criterion is especially popular in
information dynamics studies in neuroscience [66—69]. Given
the mixed evidence for strong determinism in electrophysi-
ological measurements [64,70-73], caution should be taken
in applying the fixed-k mean-squared error criterion in that
domain.

Model selection via the negative log-predictive likelihood
should prove valuable to the general problem of attractor
reconstruction via a delay-coordinate embedding. As argued in
Ref. [74], a great deal of attractor reconstruction studies occur
in reverse: Fine-grained details such as attractor dimensions,
correlation integrals, and Lyapunov exponents are sometimes
used to determine the appropriate embedding dimension for a
delay-coordinate embedding. The former, a model inference
problem, is decidedly more difficult than the latter, a model
selection problem. We have already seen how, for a stochastic
dynamical system, the combination of these two problems
leads to suboptimal results with the active information storage
model selection criterion. Thus, the negative log-predictive
likelihood may be used for model selection before performing
the additional model inference tasks. For example, we took
this approach in Sec. IV in estimating the entropy rate for
a stochastic dynamical system. A similar approach could be
applied in selecting the model order for nonlinear state filters
[75,76] and estimators of dynamical coupling [77,78].

We have not addressed the problem of selecting the time
delay for optimal prediction of a continuous-time stochastic
dynamical system. A natural way to incorporate a time de-
lay into the problem of optimal prediction is to consider a
predictive horizon, that is, to consider the predictive density of
a g-distant future X,,, given the most recent past {X;,s <
t} for some g > 0. With ¢ fixed at the desired predictive
horizon for the system, the time delay T may be determined
by minimizing the negative log-predictive likelihood of X, ,
given {X,_ jr}§=1 simultaneously over ¢ and T > 0. We leave
the investigation of this approach for future work.

We have demonstrated the utility of the negative log-
predictive likelihood for order estimation of stochastic dy-
namical systems with relatively small Markov order. More
work needs to be done to determine how this procedure
behaves for non-Markovian stochastic dynamical systems:
Does it select a “good-enough” model order relative to some
criterion of “good enough,” e.g., a model order that balances
between bias introduced from too small a model order and
variance introduced from too large a model order? Moreover,
an estimate of the sample size requirement necessary to
consistently estimate a given model order would be desirable,
similar to the results in Refs. [74,79] demonstrating the sample
size requirement for using a leave-one-out cross-validated
mean-squared error criterion to determine the model order is
approximately quadratic in the model order.
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APPENDIX: ENTROPY RATE AND ACTIVE
INFORMATION STORAGE FOR THE SETAR MODEL

The specific entropy rate for the SETAR(2; 2, 2) process
(21) is given by

hIX: | Xi—1 = x-1, X220 = x;2]

= l—o03251(Xi—2)h[e_ ;]

+ 13.25,00) (X1 —2)h €4 ;] (Al
and thus the entropy rate is given by
hlX; | Xi—1,X; 2] = P(X;—2 < 3.25)he_;]
+ P(X,—2 > 3.25)h[€4 ,]. (A2)

Rather than approximate the density of X;_, as we did with
the stochastic logistic map, we approximate P(X;_, < 3.25)
by

T
N 1
P(X,-2 <3.25) = T ;I[X, < 3.25]

using a length 7' = 10° realization, giving P(X,_, < 3.25) =
0.706. Substituting into (A2) gives h(oo) = h(2) ~ —0.14.
Finally, to approximate the active information storage, we
estimate h[X,] using the kth-nearest-neighbor estimator (25)
with k = 5 with a length T = 10° realizaEion, giving A[X,] =
0.87 and thus A(co) = AQ2) ~ h[X,] — h(2) = 1.01.
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